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The World as we Knew it



By 2020: 1.7MB per second by each person  

2 years = 90% of data ever generated
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Fraud Detection





https://www.nextbigfuture.com/2019/02/the-end-of-moores-law-in-detail-and-starting-a-new-golden-age.html

Moore's Law isn't possible 
anymore

Jensen Huang, Nvidia CEO, Jan’19
Moore’s Law Is Dead. Now What?

MIT Technology Review, May’16

The End of Moore’s Law & Faster 
General Purpose Computing

John Hennessy Jul’18
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class TaskManagerGateway {def disconnectFromJobManager(instanceId: InstanceID, cause: Exception,
mgr: ActorRef) = {mgr ! Disconnect(instanceId, cause)}

def stopCluster(applicationStatus: ApplicationStatus, message: String,mgr: ActorRef) = {
mgr ! StopCluster(applicationStatus, message)}

def requestStackTrace(mgr: ActorRef) = {(mgr ? SendStackTrace).mapTo[StackTrace]}
def submitTask(tdd: TaskDeploymentDescriptor, mgr: ActorRef) = {(mgr ? SubmitTask(tdd)).mapTo[Acknowledge]
}
def stopTask(executionAttemptID: ExecutionAttemptID, mgr: ActorRef) = {
(mgr ? StopTask(executionAttemptID)).mapTo[Acknowledge]}

def cancelTask(executionAttemptID: ExecutionAttemptID, mgr: ActorRef) = {(mgr ? CancelTask(executionAttemptID).mapTo[Acknowledge]}
def updatePartitions(executionAttemptID: ExecutionAttemptID,partitionInfos: Iterable[PartitionInfo], mgr: ActorRef) = {
(mgr ? UpdateTaskMultiplePartitionInfos(executionAttemptID, partitionInfos)).mapTo[Acknowledge]}

def failPartition(executionAttemptID: ExecutionAttemptID, mgr: ActorRef) = {mgr ! FailIntermediateResultPartitions(executionAttemptID)
}
def notifyCheckpointComplete(executionAttemptID: ExecutionAttemptID,

jobId: JobID, checkpointId: long, timestamp: long, mgr: ActorRef) = {mgr ! NotifyCheckpointComplete(jobId, executionAttemptID, checkpointId,timestamp)
}
def triggerCheckpoint(executionAttemptID: ExecutionAttemptID, jobId: JobID,

checkpointId: long, timestamp: long, checkpointOptions: CheckpointOptions,mgr: ActorRef) = {mgr ! TriggerCheckpoint(jobId, executionAttemptID, checkpointId, timestamp,
checkpointOptions)}

def requestTaskManagerLog(logTypeRequest: LogTypeRequest, mgr: ActorRef) = {(mgr ? RequestTaskManagerLog(logTypeRequest)).mapTo[BlobKey]}
}

class TaskManager extends Actor {def receive = {
case SendStackTrace => sendStackTrace() foreach { message =>sender ! decorateMessage(message)}
case Disconnect(instanceIdToDisconnect, cause) =>if (instanceIdToDisconnect.equals(instanceID)) {

handleJobManagerDisconnect("JobManager requested disconnect: " +cause.getMessage())triggerTaskManagerRegistration()
} else {log.debug("Received disconnect message for wrong instance id " +instanceIdToDisconnect)
}

case StopCluster(applicationStatus, message) =>
log.info(s"Stopping TaskManager with final application status " +s"$applicationStatus and diagnostics: $message")shutdown()

case RequestTaskManagerLog(requestType) =>blobService match {
case Some(_) =>handleRequestTaskManagerLog(requestType, currentJobManager.get) match {case Left(message) => sender() ! message

case Right(message) => sender() ! message}case None =>
sender() ! akka.actor.Status.Failure(new IOException("BlobService not available. Cannot upload TaskManager logs."))}

case UpdateTaskMultiplePartitionInfos(executionID, partitionInfos) =>sender ! decorateMessage(updateTaskInputPartitions(executionID, partitionInfos))
case FailIntermediateResultPartitions(executionID) =>log.info(s"Discarding the results produced by task execution $executionID")
try {network.getResultPartitionManager.releasePartitionsProducedBy(executionID)} catch {
case t: Throwable => killTaskManagerFatal("Fatal leak: Unable to release intermediate result partition data", t)}

case SubmitTask(tdd) =>sender ! decorateMessage(submitTask(tdd))
case StopTask(executionID) =>val task = runningTasks.get(executionID)
if (task != null) {try {task.stopExecution()

sender ! decorateMessage(Acknowledge.get())} catch {case t: Throwable =>
sender ! decorateMessage(Status.Failure(t))}} else {

log.debug(s"Cannot find task to stop for execution $executionID)")sender ! decorateMessage(Acknowledge.get())}
case CancelTask(executionID) =>val task = runningTasks.get(executionID)
if (task != null) {task.cancelExecution()sender ! decorateMessage(Acknowledge.get())
} else {log.debug(s"Cannot find task to cancel for execution $executionID)")sender ! decorateMessage(Acknowledge.get())
}

case TriggerCheckpoint(jobId, taskExecutionId, checkpointId, timestamp,
checkpointOptions) =>log.debug(s"Receiver TriggerCheckpoint $checkpointId@$timestamp " +s"for $taskExecutionId.")

val task = runningTasks.get(taskExecutionId)if (task != null) {
task.triggerCheckpointBarrier(checkpointId, timestamp, checkpointOptions)} else {log.debug(s"TaskManager received a checkpoint request " +
s"for unknown task $taskExecutionId.")}

case NotifyCheckpointComplete(jobId, taskExecutionId, checkpointId, timestamp) =>log.debug(s"Receiver ConfirmCheckpoint $checkpointId@$timestamp " +ś"for $taskExecutionId.")
val task = runningTasks.get(taskExecutionId)if (task != null) {
task.notifyCheckpointComplete(checkpointId)} else {log.debug(s"TaskManager received a checkpoint confirmation " +
s"for unknown task $taskExecutionId.")}}

}



Inca: Netflix’s real time 
message tracing system

https://medium.com/@NetflixTechBlog/inca-message-tracing-and-loss-detection-for-streaming-data-netflix-de4836fc38c9







Multitier Language
Single Compilation Unit

ScalaLoci Programming Framework

Placement Types

[P.Weisenbureger, M.Koehler, G.Salvaneschi, Distributed System Development with ScalaLoci, OOPSLA’18]

[P.Weisenbureger, G.Salvaneschi, Multitier Modules, ECOOP’19]

www.scala-loci.github.io



Placement Types

val message: Event[String] on Registry

trait Registry extends Peer
trait Node extends Peer

Peers

Placement Types



Architecture

trait Registry extends Peer
trait Node extends Peer

{ type Tie = Multiple[Node] }
{ type Tie = Single[Registry]                     }with Multiple[Node]

Registry

Node

Node

Node

Node

Architecture Specification 
through Peer Types

Architecture-Based 
Remote AccessNode



Data Flow

Node Registry

message

result

process message

val message = Event[String]()
val result = message map processMessage
val ui = new UI(result)



Node Registry

message

result

process message

Distributed Data Flow

val message =                Event[String]()
val result =                    message         map processMessage
val ui =                new UI(result        )

placed[Node] {                 }: Event[String] on Node
placed[Registry] {                                    }

placed[Node] {        result          }
.asLocal

result.asLocal



Complete Distributed Chat

@multitier object Chat {

}

trait Server extends Peer { type Tie = Multiple[Client] }
trait Client extends Peer { type Tie = Single[Server] }

val message = placed[Client] { Evt[String] }

placed[Client].main {

for (line <- io.Source.stdin.getLines)
message fire line }

val publicMessage = placed[Server] {
message.asLocalFromAllSeq map { case (_, msg) => msg } }

publicMessage.asLocal observe println

Client

Server

Client

messageprintln

public
Message

messageprintln



Porting to Distribution

val ballSize = 20
val maxX = 800
val maxY = 400
val leftPos = 30
val rightPos = 770
val initPosition = Point(400, 200)
val initSpeed = Point(10, 8)

val ball: Signal[Point] = tick.fold(initPosition) {
(ball, _) => ball + speed.get }

val areas = {
val racketY = Seq(
Signal { UI.mousePosition().y },
Signal { ball().y })

val leftRacket = Racket(leftRacketPos, racketY(0))
val rightRacket = Racket(rightRacketPos, racketY(1))
val rackets = List(leftRacket, rightRacket)
Signal { rackets map { _.area() } } }

val leftWall = ball.changed && { _.x < 0 }
val rightWall = ball.changed && { _.x > maxX }

val xBounce = {
val ballInRacket = Signal { areas() exists { _ contains ball() } }
val collisionRacket = ballInRacket changedTo true
leftWall || rightWall || collisionRacket }

val yBounce = ball.changed &&
{ ball => ball.y < 0 || ball.y > maxY }

val speed = {
val x = xBounce toggle (initSpeed.x, -initSpeed.x)
val y = yBounce toggle (initSpeed.y, -initSpeed.y)
Signal { Point(x(), y()) } }

val score = {
val leftPoints = rightWall.iterate(0) { _ + 1 }
val rightPoints = leftWall.iterate(0) { _ + 1 }
Signal { leftPoints() + " : " + rightPoints() } }

val ui = new UI(areas, ball, score)

trait Server extends ServerPeer[Client]
trait Client extends ClientPeer[Server]

val ballSize = 20
val maxX = 800
val maxY = 400
val leftPos = 30
val rightPos = 770
val initPosition = Point(400, 200)
val initSpeed = Point(10, 8)

val clientMouseY = placed[Client] {
Signal { UI.mousePosition().y } }

val isPlaying = placed[Server].local {
Signal { remote[Client].connected().size > 2 } }

val ball: Signal[Point] on Server = placed {
tick.fold(initPosition) { (ball, _) =>
if (isPlaying.get) ball + speed.get else pos } }

val players = placed[Server].local { Signal {
remote[Client].connected() match {
case left :: right :: _ => Seq(Some(left), Some(right))
case _ => Seq(None, None) } } }

val areas = placed[Server] {
val racketY = Signal { players() map { _ map {
client => (clientMouseY from client).asLocal() } getOrElse
initPosition.y } }

val leftRacket = Racket(leftPos, Signal { racketY()(0) })
val rightRacket = Racket(rightPos, Signal { racketY()(1) })
val rackets = List(leftRacket, rightRacket)
Signal { rackets map { _.area() } } }

val leftWall = placed[Server].local { ball.changed && { _.x < 0 } }
val rightWall = placed[Server].local { ball.changed && { _.x > maxX } }

val xBounce = placed[Server].local {
val ballInRacket = Signal { areas() exists { _ contains ball() } }
val collisionRacket = ballInRacket changedTo true
leftWall || rightWall || collisionRacket }

val yBounce = placed[Server].local { ball.changed &&
{ ball => ball.y < 0 || ball.y > maxY } }

val speed = placed[Server].local {
val x = xBounce toggle (initSpeed.x, - initSpeed.x)
val y = yBounce toggle (initSpeed.y, - initSpeed.y)
Signal { Point(x(), y()) } }

val score = placed[Server] {
val leftPoints = rightWall.iterate(0) { _ + 1 }
val rightPoints = leftWall.iterate(0) { _ + 1 }
Signal { leftPoints() + " : " + rightPoints() } }

val ui = placed[Client] {
new UI(areas.asLocal, ball.asLocal, score.asLocal) }

val ballSize = 20
val maxX = 800
val maxY = 400
val leftPos = 30
val rightPos = 770
val initPosition = Point(400, 200)
val initSpeed = Point(10, 8)

class Server extends Actor {
def receive = addPlayer orElse mouseYChanged

val clients = Var(Seq.empty[ActorRef])

val mousePositions = Var(Map.empty[ActorRef, Int])

def mouseYChanged: Receive = { case MouseYChanged(y) =>
mousePositions transform { _ + (sender -> y) } }

val isPlaying = Signal { clients().size >= 2 }

val ball: Signal[Point] =
tick.fold(initPosition) { (ball, _) =>
if (isPlaying.get) ball + speed.get else ball }

def addPlayer: Receive = { case AddPlayer =>
clients transform { _ :+ sender } }

val players = Signal {
clients() match {
case left :: right :: _ => Seq(Some(left), Some(right))
case _ => Seq(None, None) } }

val areas = {
val racketY = Signal {
players() map {
_ flatMap { mousePositions() get _ } getOrElse initPosition.y } }

val leftRacket = new Racket(leftRacketPos, Signal { racketY()(0) })
val rightRacket = new Racket(rightRacketPos, Signal { racketY()(1) })
val rackets = List(leftRacket, rightRacket)
Signal { rackets map { _.area() } } }

val leftWall = ball.changed && { _.x < 0 }
val rightWall = ball.changed && { _.x > maxX }

val xBounce = {
val ballInRacket = Signal { areas() exists { _ contains ball() } }
val collisionRacket = ballInRacket changedTo true
leftWall || rightWall || collisionRacket }

val yBounce = ball.changed &&
{ ball => ball.y < 0 || ball.y > maxY }

val speed = {
val x = xBounce toggle (Signal { initSpeed.x }, Signal { -initSpeed.x })
val y = yBounce toggle (Signal { initSpeed.y }, Signal { -initSpeed.y })
Signal { Point(x(), y()) } }

val score = {
val leftPlayerPoints = rightWall.iterate(0) { _ + 1 }
val rightPlayerPoints = leftWall.iterate(0) { _ + 1 }
Signal { leftPlayerPoints() + " : " + rightPlayerPoints() } }

areas observe { areas => clients.now foreach { _ ! UpdateAreas(areas) } }
ball observe { ball => clients.now foreach { _ ! UpdateBall(ball) } }
score observe { score => clients.now foreach { _ ! UpdateScore(score) } }

clients observe { _ foreach { client =>
client ! UpdateAreas(areas.now)
client ! UpdateBall(ball.now)
client ! UpdateScore(score.now) } }

}

abstract class Client(server: ActorSelection) extends Actor {
val areas = Var(List.empty[Area])~
val ball = Var(Point(0, 0))~
val score = Var("0 : 0")~

mousePosition observe { pos =>
~server ! MouseYChanged(pos.y)~ }

val ui = new UI(areas, ball, score)

def receive = {~
case UpdateAreas(areas) => this.areas set areas
case UpdateBall(ball) => this.ball set ball
case UpdateScore(score) => this.score set score }

server ! AddPlayer
}

val ballSize = 20
val maxX = 800
val maxY = 400
val leftPos = 30
val rightPos = 770
val initPosition = Point(400, 200)
val initSpeed = Point(10, 8)

@remote trait Server {
def addPlayer(client: Client): Unit
def mouseYChanged(client: Client, y: Int): Unit }

class ServerImpl extends Server {
val clients = Var(Seq.empty[Client])

val mousePositions = Var(Map.empty[Client, Int])

def mouseYChanged(client: Client, y: Int) = synchronized {
mousePositions() = mousePositions.get + (client -> y) }

val isPlaying = Signal { clients().size >= 2 }

val ball: Signal[Point] =
tick.fold(initPosition) { (ball, _) =>
if (isPlaying.get) ball + speed.get else ball }

def addPlayer(client: Client) = synchronized {
clients transform { _ :+ client } }

val players = Signal {
clients() match {
case left :: right :: _ => Seq(Some(left), Some(right))
case _ => Seq(None, None) } }

val areas = {
val racketY = Signal {
players() map {
_ flatMap { mousePositions() get _ } getOrElse initPosition.y } }

val leftRacket = new Racket(leftRacketPos, Signal { racketY()(0) })
val rightRacket = new Racket(rightRacketPos, Signal { racketY()(1) })
val rackets = List(leftRacket, rightRacket)
Signal { rackets map { _.area() } } }

val leftWall = ball.changed && { _.x < 0 }
val rightWall = ball.changed && { _.x > maxX }

val xBounce = {
val ballInRacket = Signal { areas() exists { _ contains ball() } }
val collisionRacket = ballInRacket changedTo true
leftWall || rightWall || collisionRacket }

val yBounce = ball.changed &&
{ ball => ball.y < 0 || ball.y > maxY }

val speed = {
val x = xBounce toggle (initSpeed.x, -initSpeed.x)
val y = yBounce toggle (initSpeed.y, -initSpeed.y)
Signal { Point(x(), y()) } }

val score = {
val leftPoints = rightWall.iterate(0) { _ + 1 }
val righrPoints = leftWall.iterate(0) { _ + 1 }
Signal { leftPoints() + " : " + righrPoints() } }

areas observe { updateAreasClients(clients.get, _) }
ball observe { updateBallClients(clients.get, _) }
score observe { updateScoreClients(clients.get, _) }

clients observe { clients =>
updateAreasClients(clients, areas.get)
updateBallClients(clients, ball.get)
updateScoreClients(clients, score.get) }

def updateAreasClients(clients: Seq[Client], areas: List[Area]) =
clients foreach { _ updateAreas areas }

def updateBallClients(clients: Seq[Client], ball: Point) =
clients foreach { _ updateBall ball }

def updateScoreClients(clients: Seq[Client], score: String) =
clients foreach { _ updateScore score }

}

@remote trait Client {
def updateAreas(areas: List[Area]): Unit
def updateBall(ball: Point): Unit
def updateScore(score: String): Unit }

class ClientImpl(server: Server) extends Client {
val self = makeStub[Client](this)

val areas = Var(List.empty[Area])
val ball = Var(Point(0, 0))
val score = Var("0 : 0")

UI.mousePosition observe { pos =>
server mouseYChanged (self, pos.y) }

val ui = new UI(areas, ball, score)

def updateAreas(areas: List[Area]) = synchronized { this.areas() = areas }
def updateBall(ball: Point) = synchronized { this.ball() = ball }
def updateScore(score: String) = synchronized { this.score() = score }

server addPlayer self
}

Local ScalaLoci Akka RMI

multi-user 
supportdistribution



class TaskManagerGateway {
def disconnectFromJobManager(instanceId: InstanceID, cause: Exception,

mgr: ActorRef) = {
mgr ! Disconnect(instanceId, cause)

}
def stopCluster(applicationStatus: ApplicationStatus, message: String,

mgr: ActorRef) = {
mgr ! StopCluster(applicationStatus, message)

}
def requestStackTrace(mgr: ActorRef) = {
(mgr ? SendStackTrace).mapTo[StackTrace]

}
def submitTask(tdd: TaskDeploymentDescriptor, mgr: ActorRef) = {
(mgr ? SubmitTask(tdd)).mapTo[Acknowledge]

}
def stopTask(executionAttemptID: ExecutionAttemptID, mgr: ActorRef) = {
(mgr ? StopTask(executionAttemptID)).mapTo[Acknowledge]

}
def cancelTask(executionAttemptID: ExecutionAttemptID, mgr: ActorRef) = {
(mgr ? CancelTask(executionAttemptID).mapTo[Acknowledge]

}
def updatePartitions(executionAttemptID: ExecutionAttemptID,

partitionInfos: Iterable[PartitionInfo], mgr: ActorRef) = {
(mgr ? UpdateTaskMultiplePartitionInfos(executionAttemptID, partitionInfos))
.mapTo[Acknowledge]

}
def failPartition(executionAttemptID: ExecutionAttemptID, mgr: ActorRef) = {
mgr ! FailIntermediateResultPartitions(executionAttemptID)

}
def notifyCheckpointComplete(executionAttemptID: ExecutionAttemptID,

jobId: JobID, checkpointId: long, timestamp: long, mgr: ActorRef) = {
mgr ! NotifyCheckpointComplete(jobId, executionAttemptID, checkpointId,
timestamp)

}
def triggerCheckpoint(executionAttemptID: ExecutionAttemptID, jobId: JobID,

checkpointId: long, timestamp: long, checkpointOptions: CheckpointOptions,
mgr: ActorRef) = {

mgr ! TriggerCheckpoint(jobId, executionAttemptID, checkpointId, timestamp,
checkpointOptions)

}
def requestTaskManagerLog(logTypeRequest: LogTypeRequest, mgr: ActorRef) = {
(mgr ? RequestTaskManagerLog(logTypeRequest)).mapTo[BlobKey]

}
}

class TaskManager extends Actor {
def receive = {
case SendStackTrace => sendStackTrace() foreach { message =>
sender ! decorateMessage(message)

}
case Disconnect(instanceIdToDisconnect, cause) =>
if (instanceIdToDisconnect.equals(instanceID)) {
handleJobManagerDisconnect("JobManager requested disconnect: " +
cause.getMessage())

triggerTaskManagerRegistration()
} else {
log.debug("Received disconnect message for wrong instance id " +
instanceIdToDisconnect)

}
case StopCluster(applicationStatus, message) =>
log.info(s"Stopping TaskManager with final application status " +
s"$applicationStatus and diagnostics: $message")

shutdown()
case RequestTaskManagerLog(requestType) =>
blobService match {
case Some(_) =>
handleRequestTaskManagerLog(requestType, currentJobManager.get) match {
case Left(message) => sender() ! message
case Right(message) => sender() ! message

}
case None =>
sender() ! akka.actor.Status.Failure(new IOException(
"BlobService not available. Cannot upload TaskManager logs."))

}
case UpdateTaskMultiplePartitionInfos(executionID, partitionInfos) =>
sender ! decorateMessage(updateTaskInputPartitions(executionID, partitionInfos))

case FailIntermediateResultPartitions(executionID) =>
log.info(s"Discarding the results produced by task execution $executionID")
try {
network.getResultPartitionManager.releasePartitionsProducedBy(executionID)

} catch {
case t: Throwable => killTaskManagerFatal(
"Fatal leak: Unable to release intermediate result partition data", t)

}
case SubmitTask(tdd) =>
sender ! decorateMessage(submitTask(tdd))

case StopTask(executionID) =>
val task = runningTasks.get(executionID)
if (task != null) {
try {
task.stopExecution()
sender ! decorateMessage(Acknowledge.get())

} catch {
case t: Throwable =>
sender ! decorateMessage(Status.Failure(t))

}
} else {
log.debug(s"Cannot find task to stop for execution $executionID)")
sender ! decorateMessage(Acknowledge.get())

}
case CancelTask(executionID) =>
val task = runningTasks.get(executionID)
if (task != null) {
task.cancelExecution()
sender ! decorateMessage(Acknowledge.get())

} else {
log.debug(s"Cannot find task to cancel for execution $executionID)")
sender ! decorateMessage(Acknowledge.get())

}
case TriggerCheckpoint(jobId, taskExecutionId, checkpointId, timestamp,

checkpointOptions) =>
log.debug(s"Receiver TriggerCheckpoint $checkpointId@$timestamp " +
s"for $taskExecutionId.")

val task = runningTasks.get(taskExecutionId)
if (task != null) {
task.triggerCheckpointBarrier(checkpointId, timestamp, checkpointOptions)

} else {
log.debug(s"TaskManager received a checkpoint request " +
s"for unknown task $taskExecutionId.")

}
case NotifyCheckpointComplete(jobId, taskExecutionId, checkpointId, timestamp) =>
log.debug(s"Receiver ConfirmCheckpoint $checkpointId@$timestamp " +
ś"for $taskExecutionId.")

val task = runningTasks.get(taskExecutionId)
if (task != null) {
task.notifyCheckpointComplete(checkpointId)

} else {
log.debug(s"TaskManager received a checkpoint confirmation " +
s"for unknown task $taskExecutionId.")

}
}

}

@multitier trait TaskManagerGatewayClusterTask {
trait JobManager extends Peer { type Tie <: Multiple[TaskManager] }
trait TaskManager extends Peer { type Tie <: Single[JobManager] }
def disconnectFromJobManager(instanceId: InstanceID, cause: Exception,

mgr: Remote[TaskManager]) = placed[JobManagerPeer] {
remote.on(mgr).capture(instanceId, cause){
if (instanceId.equals(instanceID)) {
handleJobManagerDisconnect(s"JobManager requested disconnect: " +
cause.getMessage())

triggerTaskManagerRegistration()
} else {
log.debug(s"Received disconnect message for wrong instance id " +
instanceId)

}
}

}
def stopCluster(applicationStatus: ApplicationStatus, message: String,

mgr: Remote[TaskManager]) = placed[JobManagerPeer] {
remote.on(mgr).capture(applicationStatus, message){
log.info(s"Stopping TaskManager with final application status " +
s"$applicationStatus and diagnostics: $message")

shutdown()
}

}
def requestStackTrace(mgr: Remote[TaskManager]) = placed[JobManagerPeer] {
remote.on(mgr).capture(tdd){ sendStackTrace() }.asLocal.map(_.left.get)

}
def submitTask(tdd: TaskDeploymentDescriptor,

mgr: Remote[TaskManager]) = placed[JobManagerPeer] {
remote.on(mgr).capture(tdd){ submitTask(tdd) }.asLocal.map(_.left.get)

}
def stopTask(executionAttemptID: ExecutionAttemptID,

mgr: Remote[TaskManager]) = placed[JobManagerPeer] {
remote.on(mgr).capture(executionAttemptID){
val task = runningTasks.get(executionAttemptID)
if (task != null) {
try {
task.stopExecution()
Left(Acknowledge.get())

} catch {
case t: Throwable =>
Right(Status.Failure(t))

}
} else {
log.debug(s"Cannot find task to stop for execution $executionAttemptID)")
Left(Acknowledge.get())

}
}.asLocal.map(_.left.get)

}
def cancelTask(executionAttemptID: ExecutionAttemptID,

mgr: Remote[TaskManager]) = placed[JobManagerPeer] {
remote.on(mgr).capture(executionAttemptID){
val task = runningTasks.get(executionAttemptID)
if (task != null) {
task.cancelExecution()
Acknowledge.get()

} else {
log.debug(s"Cannot find task to cancel for execution $executionAttemptID")
Acknowledge.get()

}
}.asLocal

}
}

@multitier trait TaskManagerGatewayPartitionCheckLog {
trait JobManager extends Peer { type Tie <: Multiple[TaskManager] }
trait TaskManager extends Peer { type Tie <: Single[JobManager] }
def updatePartitions(

executionAttemptID: ExecutionAttemptID,
partitionInfos: java.lang.Iterable[PartitionInfo],
mgr: Remote[TaskManager]) = placed[JobManagerPeer] {

remote.on(mgr).capture(executionAttemptID, partitionInfos){
updateTaskInputPartitions(executionAttemptID, partitionInfos)

}.asLocal.map(_.left.get)
}
def failPartition(executionAttemptID: ExecutionAttemptID,

mgr: Remote[TaskManager]) = placed[JobManagerPeer] {
remote.on(mgr).capture(executionAttemptID){
log.info(s"Discarding the results produced by task execution $executionID")
try {
network.getResultPartitionManager.releasePartitionsProducedBy(executionID)

} catch {
case t: Throwable => killTaskManagerFatal(
"Fatal leak: Unable to release intermediate result partition data", t)

}
}

}
def notifyCheckpointComplete(executionAttemptID: ExecutionAttemptID,

jobId: JobID, checkpointId: Long, timestamp: Long,
mgr: Remote[TaskManager]) = placed[JobManagerPeer] {

remote.on(mgr).capture(executionAttemptID, jobId, checkpointId, timestamp){
log.debug(s"Receiver ConfirmCheckpoint $checkpointId@$timestamp " +
s"for $executionAttemptID.")

val task = runningTasks.get(executionAttemptID)
if (task != null) {
task.notifyCheckpointComplete(checkpointId)

} else {
log.debug(s"TaskManager received a checkpoint confirmation " +
s"for unknown task $taskExecutionId.")

}
}

}
def triggerCheckpoint(executionAttemptID: ExecutionAttemptID, jobId: JobID,

checkpointId: Long, timestamp: Long, checkpointOptions: CheckpointOptions,
mgr: Remote[TaskManager]) = placed[JobManagerPeer] {

remote.on(mgr).capture(executionAttemptID, jobId, checkpointId, timestamp,
checkpointOptions){

log.debug(s"Receiver TriggerCheckpoint $checkpointId@$timestamp " +
s"for $executionAttemptID.")

val task = runningTasks.get(executionAttemptID)
if (task != null) {
task.triggerCheckpointBarrier(checkpointId, timestamp, checkpointOptions)

} else {
log.debug(s"TaskManager received a checkpoint request " +
s"for unknown task $executionAttemptID.")

}
}

}
def requestTaskManagerLog(logTypeRequest: LogTypeRequest,

mgr: Remote[TaskManager]) = placed[JobManagerPeer] {
remote.on(mgr).capture(logTypeRequest){
blobService match {
case Some(_) =>
handleRequestTaskManagerLog(logTypeRequest, currentJobManager.get)

case None =>
Right(akka.actor.Status.Failure(new IOException(
"BlobService not available. Cannot upload TaskManager logs.")))

}
}.asLocal.map(_.left.get)

}
}



class TaskManagerGateway {
def disconnectFromJobManager(instanceId: InstanceID, cause: Exception,mgr: ActorRef) = {mgr ! Disconnect(instanceId, cause)
}
def stopCluster(applicationStatus: ApplicationStatus, message: String,

mgr: ActorRef) = {mgr ! StopCluster(applicationStatus, message)}
def requestStackTrace(mgr: ActorRef) = {(mgr ? SendStackTrace).mapTo[StackTrace]
}
def submitTask(tdd: TaskDeploymentDescriptor, mgr: ActorRef) = {
(mgr ? SubmitTask(tdd)).mapTo[Acknowledge]}

def stopTask(executionAttemptID: ExecutionAttemptID, mgr: ActorRef) = {(mgr ? StopTask(executionAttemptID)).mapTo[Acknowledge]}
def cancelTask(executionAttemptID: ExecutionAttemptID, mgr: ActorRef) = {(mgr ? CancelTask(executionAttemptID).mapTo[Acknowledge]
}
def updatePartitions(executionAttemptID: ExecutionAttemptID,

partitionInfos: Iterable[PartitionInfo], mgr: ActorRef) = {(mgr ? UpdateTaskMultiplePartitionInfos(executionAttemptID, partitionInfos)).mapTo[Acknowledge]
}
def failPartition(executionAttemptID: ExecutionAttemptID, mgr: ActorRef) = {
mgr ! FailIntermediateResultPartitions(executionAttemptID)}

def notifyCheckpointComplete(executionAttemptID: ExecutionAttemptID,jobId: JobID, checkpointId: long, timestamp: long, mgr: ActorRef) = {mgr ! NotifyCheckpointComplete(jobId, executionAttemptID, checkpointId,
timestamp)}

def triggerCheckpoint(executionAttemptID: ExecutionAttemptID, jobId: JobID,checkpointId: long, timestamp: long, checkpointOptions: CheckpointOptions,mgr: ActorRef) = {
mgr ! TriggerCheckpoint(jobId, executionAttemptID, checkpointId, timestamp,checkpointOptions)}

def requestTaskManagerLog(logTypeRequest: LogTypeRequest, mgr: ActorRef) = {(mgr ? RequestTaskManagerLog(logTypeRequest)).mapTo[BlobKey]
}}

class TaskManager extends Actor {
def receive = {case SendStackTrace => sendStackTrace() foreach { message =>sender ! decorateMessage(message)
}
case Disconnect(instanceIdToDisconnect, cause) =>
if (instanceIdToDisconnect.equals(instanceID)) {handleJobManagerDisconnect("JobManager requested disconnect: " +cause.getMessage())
triggerTaskManagerRegistration()} else {log.debug("Received disconnect message for wrong instance id " +
instanceIdToDisconnect)}

case StopCluster(applicationStatus, message) =>log.info(s"Stopping TaskManager with final application status " +s"$applicationStatus and diagnostics: $message")
shutdown()

case RequestTaskManagerLog(requestType) =>
blobService match {case Some(_) =>handleRequestTaskManagerLog(requestType, currentJobManager.get) match {

case Left(message) => sender() ! messagecase Right(message) => sender() ! message}
case None =>sender() ! akka.actor.Status.Failure(new IOException("BlobService not available. Cannot upload TaskManager logs."))

}
case UpdateTaskMultiplePartitionInfos(executionID, partitionInfos) =>
sender ! decorateMessage(updateTaskInputPartitions(executionID, partitionInfos))

case FailIntermediateResultPartitions(executionID) =>
log.info(s"Discarding the results produced by task execution $executionID")try {network.getResultPartitionManager.releasePartitionsProducedBy(executionID)
} catch {case t: Throwable => killTaskManagerFatal("Fatal leak: Unable to release intermediate result partition data", t)
}

case SubmitTask(tdd) =>
sender ! decorateMessage(submitTask(tdd))

case StopTask(executionID) =>
val task = runningTasks.get(executionID)if (task != null) {try {

task.stopExecution()sender ! decorateMessage(Acknowledge.get())} catch {
case t: Throwable =>sender ! decorateMessage(Status.Failure(t))}

} else {log.debug(s"Cannot find task to stop for execution $executionID)")sender ! decorateMessage(Acknowledge.get())
}

case CancelTask(executionID) =>
val task = runningTasks.get(executionID)if (task != null) {task.cancelExecution()
sender ! decorateMessage(Acknowledge.get())} else {log.debug(s"Cannot find task to cancel for execution $executionID)")
sender ! decorateMessage(Acknowledge.get())}

case TriggerCheckpoint(jobId, taskExecutionId, checkpointId, timestamp,checkpointOptions) =>log.debug(s"Receiver TriggerCheckpoint $checkpointId@$timestamp " +
s"for $taskExecutionId.")

val task = runningTasks.get(taskExecutionId)
if (task != null) {task.triggerCheckpointBarrier(checkpointId, timestamp, checkpointOptions)} else {
log.debug(s"TaskManager received a checkpoint request " +s"for unknown task $taskExecutionId.")}

case NotifyCheckpointComplete(jobId, taskExecutionId, checkpointId, timestamp) =>log.debug(s"Receiver ConfirmCheckpoint $checkpointId@$timestamp " +
ś"for $taskExecutionId.")

val task = runningTasks.get(taskExecutionId)
if (task != null) {task.notifyCheckpointComplete(checkpointId)} else {
log.debug(s"TaskManager received a checkpoint confirmation " +s"for unknown task $taskExecutionId.")}

}}

Crosscutting functionality separated
among compilation units

Developers are not forced to
modularize along network boundaries

@multitier trait TaskManagerGateway {@peer type JobManager <: { type Tie <: Multiple[TaskManager] }
@peer type TaskManager <: { type Tie <: Single[JobManager] }
def disconnectFromJobManager(instanceId: InstanceID, cause: Exception,

mgr: Remote[TaskManager]) = on[JobManagerPeer] {on(mgr).run.capture(instanceId, cause) {if (instanceId.equals(instanceID)) {
handleJobManagerDisconnect(s"JobManager requested disconnect: " +cause.getMessage())triggerTaskManagerRegistration()

} else {log.debug(s"Received disconnect message for wrong instance id " +instanceId)
}}}

def stopCluster(applicationStatus: ApplicationStatus, message: String,mgr: Remote[TaskManager]) = on[JobManagerPeer] {
on(mgr).run.capture(applicationStatus, message) {log.info(s"Stopping TaskManager with final application status " +s"$applicationStatus and diagnostics: $message")
shutdown()}}

def requestStackTrace(mgr: Remote[TaskManager]) = on[JobManagerPeer] {on(mgr).run.capture(tdd) { sendStackTrace() }.asLocal.map(_.left.get)
}
def submitTask(tdd: TaskDeploymentDescriptor,

mgr: Remote[TaskManager]) = on[JobManagerPeer] {on(mgr).run.capture(tdd) { submitTask(tdd) }.asLocal.map(_.left.get)}
def stopTask(executionAttemptID: ExecutionAttemptID,mgr: Remote[TaskManager]) = on[JobManagerPeer] {
on(mgr).run.capture(executionAttemptID) {val task = runningTasks.get(executionAttemptID)if (task != null) {

try {task.stopExecution()Left(Acknowledge.get())
} catch {case t: Throwable =>Right(Status.Failure(t))
}} else {log.debug(s"Cannot find task to stop for execution $executionAttemptID)")
Left(Acknowledge.get())}}.asLocal.map(_.left.get)

}
def cancelTask(executionAttemptID: ExecutionAttemptID,

mgr: Remote[TaskManager]) = on[JobManagerPeer] {on(mgr).run.capture(executionAttemptID) {val task = runningTasks.get(executionAttemptID)
if (task != null) {task.cancelExecution()Acknowledge.get()
} else {log.debug(s"Cannot find task to cancel for execution $executionAttemptID")Acknowledge.get()
}}.asLocal}

def updatePartitions(executionAttemptID: ExecutionAttemptID,
partitionInfos: java.lang.Iterable[PartitionInfo],mgr: Remote[TaskManager]) = on[JobManagerPeer] {on(mgr).run.capture(executionAttemptID, partitionInfos) {
updateTaskInputPartitions(executionAttemptID, partitionInfos)}.asLocal.map(_.left.get)}

def failPartition(executionAttemptID: ExecutionAttemptID,mgr: Remote[TaskManager]) = on[JobManagerPeer] {
on(mgr).run.capture(executionAttemptID) {log.info(s"Discarding the results produced by task execution $executionID")try {

network.getResultPartitionManager.releasePartitionsProducedBy(executionID)} catch {case t: Throwable => killTaskManagerFatal(
"Fatal leak: Unable to release intermediate result partition data", t)}}

}
def notifyCheckpointComplete(executionAttemptID: ExecutionAttemptID,

jobId: JobID, checkpointId: Long, timestamp: Long,mgr: Remote[TaskManager]) = on[JobManagerPeer] {on(mgr).run.capture(executionAttemptID, jobId, checkpointId, timestamp) {
log.debug(s"Receiver ConfirmCheckpoint $checkpointId@$timestamp " +s"for $executionAttemptID.")
val task = runningTasks.get(executionAttemptID)if (task != null) {task.notifyCheckpointComplete(checkpointId)
} else {log.debug(s"TaskManager received a checkpoint confirmation " +s"for unknown task $taskExecutionId.")
}}}

def triggerCheckpoint(executionAttemptID: ExecutionAttemptID, jobId: JobID,checkpointId: Long, timestamp: Long, checkpointOptions: CheckpointOptions,
mgr: Remote[TaskManager]) = on[JobManagerPeer] {on(mgr).run.capture(executionAttemptID, jobId, checkpointId, timestamp,checkpointOptions) {
log.debug(s"Receiver TriggerCheckpoint $checkpointId@$timestamp " +s"for $executionAttemptID.")
val task = runningTasks.get(executionAttemptID)if (task != null) {task.triggerCheckpointBarrier(checkpointId, timestamp, checkpointOptions)
} else {log.debug(s"TaskManager received a checkpoint request " +s"for unknown task $executionAttemptID.")
}}}

def requestTaskManagerLog(logTypeRequest: LogTypeRequest,mgr: Remote[TaskManager]) = on[JobManagerPeer] {
on(mgr).run.capture(logTypeRequest) {blobService match {case Some(_) =>

handleRequestTaskManagerLog(logTypeRequest, currentJobManager.get)case None =>Right(akka.actor.Status.Failure(new IOException(
"BlobService not available. Cannot upload TaskManager logs.")))}}.asLocal.map(_.left.get)

}}



Modelling Distributed Software: Multitier Modules

Distributed functionality = Module
Composing modules = Composing subsystems
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Stacking Multitier Modules

Worker

Master

Offloading

Monitoring

Master

Worker

TaskScheduler
Worker

Master

@multitier trait Offloading[T] {
@peer type Master <: { type Tie <: Multiple[Worker] }
@peer type Worker <: { type Tie <: Single[Master] }
def run(task: Task[T]): Future[T] on Master =
placed { (remote(selectWorker()) call execute(task)).asLocal }

private def execute(task: Task[T]): T on Worker =
placed { task.process() }

}

@multitier trait Monitoring {
@peer type Master <: { type Tie <: Multiple[Worker] }
@peer type Worker <: { type Tie <: Single[Master] }
def monitoredTimedOut(monitored: Remote[Worker]): Unit on Master

}

@multitier trait TaskScheduler[T] extends
Offloading[T] with
Monitoring



Flink Case Study

@multitier object TaskDistributionSystem extends
TaskManager with
TaskManagerActions with
CheckpointResponder with
ResultPartitionConsumableNotifier with
PartitionProducerStateChecker with
KvStateRegistryListener
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@multitier trait TaskDistributionSystem extends CheckpointResponder with KvStateRegistryListener with PartitionProducerStateChecker with ResultPartitionConsumableNotifier with TaskManagerGateway with TaskManagerActions

@multitier trait TaskManagerGateway {
@peer type JobManager <: { type Tie <: Multiple[TaskManager] }
@peer type TaskManager <: { type Tie <: Single[JobManager] }

def disconnectFromJobManager(instanceId: InstanceID, cause: Exception,
mgr: Remote[TaskManager]) = on[JobManager] {

on(mgr).run.capture(instanceId, cause) {
if (instanceId.equals(instanceID)) {

handleJobManagerDisconnect(s"JobManager requested disconnect: " +
cause.getMessage())

triggerTaskManagerRegistration()
} else {

log.debug(s"Received disconnect message for wrong instance id " +
instanceId)

}
}

}

def stopCluster(applicationStatus: ApplicationStatus, message: String,
mgr: Remote[TaskManager]) = on[JobManager] {

on(mgr).run.capture(applicationStatus, message) {
log.info(s"Stopping TaskManager with final application status " +

s"$applicationStatus and diagnostics: $message")
shutdown()

}
}

def requestStackTrace(mgr: Remote[TaskManager]) = on[JobManager] {
on(mgr).run.capture(tdd) {

sendStackTrace()
}.asLocal.map(_.left.get)

}

def submitTask(tdd: TaskDeploymentDescriptor,
mgr: Remote[TaskManager]) = on[JobManager] {

on(mgr).run.capture(tdd) {
submitTask(tdd)

}.asLocal.map(_.left.get)
}

def stopTask(executionAttemptID: ExecutionAttemptID,
mgr: Remote[TaskManager]) = on[JobManager] {

on(mgr).run.capture(executionAttemptID) {
val task = runningTasks.get(executionAttemptID)
if (task != null) {

try {
task.stopExecution()
Left(Acknowledge.get())

} catch {
case t: Throwable =>

Right(Status.Failure(t))
}

} else {
log.debug(s"Cannot find task to stop for execution $executionAttemptID)")
Left(Acknowledge.get())

}
}.asLocal.map(_.left.get)

}

def cancelTask(executionAttemptID: ExecutionAttemptID,
mgr: Remote[TaskManager]) = on[JobManager] {

on(mgr).run.capture(executionAttemptID) {
val task = runningTasks.get(executionAttemptID)
if (task != null) {

task.cancelExecution()
Acknowledge.get()

} else {
log.debug(s"Cannot find task to cancel for execution $executionAttemptID")
Acknowledge.get()

}
}.asLocal

}

def updatePartitions(
executionAttemptID: ExecutionAttemptID,
partitionInfos: java.lang.Iterable[PartitionInfo],
mgr: Remote[TaskManager]) = on[JobManager] {

on(mgr).run.capture(executionAttemptID, partitionInfos) {
updateTaskInputPartitions(executionAttemptID, partitionInfos)

}.asLocal.map(_.left.get)
}

def failPartition(executionAttemptID: ExecutionAttemptID,
mgr: Remote[TaskManager]) = on[JobManager] {

on(mgr).run.capture(executionAttemptID) {
log.info(s"Discarding the results produced by task execution $executionID")
try {

network.getResultPartitionManager.releasePartitionsProducedBy(executionID)
} catch {

case t: Throwable => killTaskManagerFatal(
"Fatal leak: Unable to release intermediate result partition data", t)

}
}

}

def notifyCheckpointComplete(executionAttemptID: ExecutionAttemptID,
jobId: JobID, checkpointId: Long, timestamp: Long,
mgr: Remote[TaskManager]) = on[JobManager] {

on(mgr).run.capture(executionAttemptID, jobId, checkpointId, timestamp) {
log.debug(s"Receiver ConfirmCheckpoint $checkpointId@$timestamp " +

s"for $executionAttemptID.")

val task = runningTasks.get(executionAttemptID)
if (task != null) {

task.notifyCheckpointComplete(checkpointId)
} else {

log.debug(s"TaskManager received a checkpoint confirmation " +
s"for unknown task $taskExecutionId.")

}
}

}

def triggerCheckpoint(executionAttemptID: ExecutionAttemptID, jobId: JobID,
checkpointId: Long, timestamp: Long, checkpointOptions: CheckpointOptions,
mgr: Remote[TaskManager]) = on[JobManager] {

on(mgr).run.capture(executionAttemptID, jobId, checkpointId, timestamp,
checkpointOptions) {

log.debug(s"Receiver TriggerCheckpoint $checkpointId@$timestamp " +
s"for $executionAttemptID.")

val task = runningTasks.get(executionAttemptID)
if (task != null) {

task.triggerCheckpointBarrier(checkpointId, timestamp, checkpointOptions)
} else {

log.debug(s"TaskManager received a checkpoint request " +
s"for unknown task $executionAttemptID.")

}
}

}

def requestTaskManagerLog(logTypeRequest: LogTypeRequest,
mgr: Remote[TaskManager]) = on[JobManager] {

on(mgr).run.capture(logTypeRequest) {
blobService match {

case Some(_) =>
handleRequestTaskManagerLog(logTypeRequest, currentJobManager.get)

case None =>
Right(akka.actor.Status.Failure(new IOException(

"BlobService not available. Cannot upload TaskManager logs.")))
}

}.asLocal.map(_.left.get)
}

}

@multitier trait TaskManagerActions {
@peer type TaskManager <: { type Tie <: Single[TaskManager] }

def notifyFinalState(executionAttemptID: ExecutionAttemptID) =
on[TaskManager] {

on[TaskManager].run.capture(executionAttemptID) {
unregisterTaskAndNotifyFinalState(executionAttemptID)

}
}

def notifyFatalError(message: String, cause: Throwable) = on[TaskManager] {
on[TaskManager].run.capture(message, cause) {

killTaskManagerFatal(message, cause)
}

}

def failTask(executionAttemptID: ExecutionAttemptID,
cause: Throwable) = on[TaskManager] {

on[TaskManager].run.capture(executionAttemptID, cause) {
val task = runningTasks.get(executionAttemptID)
if (task != null) {

task.failExternally(cause)
} else {

log.debug(s"Cannot find task to fail for execution $executionAttemptID)")
}

}
}

def updateTaskExecutionState(
taskExecutionState: TaskExecutionState) = on[TaskManager] {

on[TaskManager].run.capture(taskExecutionState) {
currentJobManager foreach { jobManager =>

val futureResponse = (jobManager ?
decorateMessage(UpdateTaskExecutionState(taskExecutionState)))(
askTimeout)

futureResponse.mapTo[Boolean].onComplete {
case scala.util.Success(result) =>

if (!result) {
self ! decorateMessage(

FailTask(
taskExecutionState.getID,
new Exception("Task has been cancelled on the JobManager."))

)
}

case scala.util.Failure(t) =>
self ! decorateMessage(FailTask(

taskExecutionState.getID,
new Exception("Failed to send ExecutionStateChange notification " +

"to JobManager", t))
)

}(context.dispatcher)
}

}
}

}

@multitier trait CheckpointResponder {
@peer type JobManager <: { type Tie <: Multiple[TaskManager] }
@peer type TaskManager <: { type Tie <: Single[JobManager] }

def acknowledgeCheckpoint(jobID: JobID, executionAttemptID: ExecutionAttemptID,
checkpointId: Long, checkpointMetrics: CheckpointMetrics,
checkpointStateHandles: SubtaskState) = on[TaskManager] {

on[JobManager].run.capture(
jobID, executionAttemptID, checkpointId,
checkpointMetrics, checkpointStateHandles) {

currentJobs.get(jobID) match {
case Some((graph, _)) =>

val checkpointCoordinator = graph.getCheckpointCoordinator()
if (checkpointCoordinator != null)

future {
try if (!checkpointCoordinator.receiveAcknowledgeMessage(

AcknowledgeCheckpoint(jobID, executionAttemptID,
checkpointId,checkpointMetrics, checkpointStateHandles)))

log.info("Received message for non-existing checkpoint " +
checkpointId)

catch {
case t: Throwable => log.error("Error in CheckpointCoordinator " +

"while processing acknowledge message", t)
}

}(context.dispatcher)
else log.error(

s"Received AcknowledgeCheckpoint message for job $jobID with no " +
"CheckpointCoordinator")

case None =>
log.error(s"Received AcknowledgeCheckpoint for unavailable job $jobID")

}
}

}

def declineCheckpoint(jobID: JobID, executionAttemptID: ExecutionAttemptID,
checkpointId: Long, reason: Throwable) = on[TaskManager] {

on[JobManager].run.capture(
jobID, executionAttemptID, checkpointId, reason) {

currentJobs.get(jobID) match {
case Some((graph, _)) =>

val checkpointCoordinator = graph.getCheckpointCoordinator()
if (checkpointCoordinator != null)

future {
try checkpointCoordinator.receiveDeclineMessage(DeclineCheckpoint(

jobID, executionAttemptID, checkpointId, reason))
catch {

case t: Throwable => log.error("Error in CheckpointCoordinator " +
"while processing decline message", t)

}
}(context.dispatcher)

else log.error("Received DeclineCheckpoint message " +
s"for job $jobID with no CheckpointCoordinator")

case None =>
log.error(s"Received DeclineCheckpoint for unavailable job $jobID")

}
}

}
}

@multitier trait KvStateRegistryListener {
@peer type JobManager <: { type Tie <: Multiple[TaskManager] }
@peer type TaskManager <: { type Tie <: Single[JobManager] }

def notifyKvStateRegistered(jobId: JobID, jobVertexId: JobVertexID,
keyGroupRange: KeyGroupRange, registrationName: String,
kvStateId: KvStateID) = on[TaskManager] {

on[JobManager].run.capture(
jobId, jobVertexId, keyGroupRange, registrationName,
kvStateId, kvStateServerAddress) {

currentJobs.get(jobId) match {
case Some((graph, _)) =>

try {
log.debug(s"Key value state registered for job $jobId " +

s"under name $registrationName.")
graph.getKvStateLocationRegistry.notifyKvStateRegistered(

jobVertexId, keyGroupRange, registrationName,
kvStateId, kvStateServerAddress)

} catch {
case t: Throwable => log.error(

"Failed to notify KvStateRegistry about registration.")
}

case None =>
log.error("Received state registration for unavailable job.")

}
}

}

def notifyKvStateUnregistered(jobId: JobID, jobVertexId: JobVertexID,
keyGroupRange: KeyGroupRange,
registrationName: String) = on[TaskManager] {

on[JobManager].run.capture(
jobId, jobVertexId, keyGroupRange, registrationName) {

currentJobs.get(jobId) match {
case Some((graph, _)) =>

try graph.getKvStateLocationRegistry.notifyKvStateUnregistered(
jobVertexId, keyGroupRange, registrationName)

catch {
case t: Throwable => log.error(

s"Failed to notify KvStateRegistry about registration.")
}

case None =>
log.error("Received state unregistration for unavailable job.")

}
}

}
}

@multitier trait PartitionProducerStateChecker {
@peer type JobManager <: { type Tie <: Multiple[TaskManager] }
@peer type TaskManager <: { type Tie <: Single[JobManager] }

def requestPartitionProducerState(jobId: JobID,
intermediateDataSetId: IntermediateDataSetID,
resultPartitionId: ResultPartitionID) = on[TaskManager] { new FlinkFuture(

on[JobManager].run.capture(
jobId, intermediateDataSetId, resultPartitionId) {

currentJobs.get(jobId) match {
case Some((executionGraph, _)) =>

try {
val execution = executionGraph.getRegisteredExecutions

.get(resultPartitionId.getProducerId)
if (execution != null)

Left(execution.getState)
else {

val intermediateResult = executionGraph
.getAllIntermediateResults.get(intermediateDataSetId)

if (intermediateResult != null) {
val execution = intermediateResult

.getPartitionById(resultPartitionId.getPartitionId)

.getProducer.getCurrentExecutionAttempt
if (execution.getAttemptId() == resultPartitionId.getProducerId())

Left(execution.getState)
else Right(Status.Failure(new PartitionProducerDisposedException(

resultPartitionId)))
}
else Status.Failure(new IllegalArgumentException(

s"Intermediate data set with ID $intermediateDataSetId not found."))
}

} catch {
case e: Exception => Right(

Status.Failure(new RuntimeException("Failed to look up " +
"execution state of producer with ID " +
s"${resultPartitionId.getProducerId}.", e)))

}
case None => Right(Status.Failure(new IllegalArgumentException(

s"Job with ID $jobId not found.")))
}

}.asLocal.mapTo[ExecutionState])
}

}

@multitier trait ResultPartitionConsumableNotifier {
@peer type JobManager <: { type Tie <: Multiple[TaskManager] }
@peer type TaskManager <: { type Tie <: Single[JobManager] }

def notifyPartitionConsumable(jobId: JobID, partitionId: ResultPartitionID,
taskActions: TaskActions) = on[TaskManager] {

on[JobManager].run.capture(jobId, partitionId) {
currentJobs.get(jobId) match {

case Some((executionGraph, _)) =>
try {

executionGraph.scheduleOrUpdateConsumers(partitionId)
Acknowledge.get()

} catch {
case e: Exception => Failure(

new Exception("Could not schedule or update consumers.", e))
}

case None =>
log.error(s"Cannot find execution graph for job ID $jobId " +

"to schedule or update consumers.")
Failure(new IllegalStateException("Cannot find execution graph " +

s"for job ID $jobId to schedule or update consumers."))
}

}.asLocal.failed foreach { failure =>
LOG.error("Could not schedule or update consumers at the JobManager.", failure)
taskActions.failExternally(new RuntimeException(

"Could not notify JobManager to schedule or update consumers",
failure))

}
}

}

@multitier trait TaskManagerGateway {@peer type JobManager <: { type Tie <: Multiple[TaskManager] }
@peer type TaskManager <: { type Tie <: Single[JobManager] }
def disconnectFromJobManager(instanceId: InstanceID, cause: Exception,

mgr: Remote[TaskManager]) = on[JobManagerPeer] {on(mgr).run.capture(instanceId, cause) {if (instanceId.equals(instanceID)) {
handleJobManagerDisconnect(s"JobManager requested disconnect: " +cause.getMessage())triggerTaskManagerRegistration()

} else {log.debug(s"Received disconnect message for wrong instance id " +instanceId)
}}}

def stopCluster(applicationStatus: ApplicationStatus, message: String,mgr: Remote[TaskManager]) = on[JobManagerPeer] {
on(mgr).run.capture(applicationStatus, message) {log.info(s"Stopping TaskManager with final application status " +s"$applicationStatus and diagnostics: $message")
shutdown()}}

def requestStackTrace(mgr: Remote[TaskManager]) = on[JobManagerPeer] {on(mgr).run.capture(tdd) { sendStackTrace() }.asLocal.map(_.left.get)
}
def submitTask(tdd: TaskDeploymentDescriptor,

mgr: Remote[TaskManager]) = on[JobManagerPeer] {on(mgr).run.capture(tdd) { submitTask(tdd) }.asLocal.map(_.left.get)}
def stopTask(executionAttemptID: ExecutionAttemptID,mgr: Remote[TaskManager]) = on[JobManagerPeer] {
on(mgr).run.capture(executionAttemptID) {val task = runningTasks.get(executionAttemptID)if (task != null) {

try {task.stopExecution()Left(Acknowledge.get())
} catch {case t: Throwable =>Right(Status.Failure(t))
}} else {log.debug(s"Cannot find task to stop for execution $executionAttemptID)")
Left(Acknowledge.get())}}.asLocal.map(_.left.get)

}
def cancelTask(executionAttemptID: ExecutionAttemptID,

mgr: Remote[TaskManager]) = on[JobManagerPeer] {on(mgr).run.capture(executionAttemptID) {val task = runningTasks.get(executionAttemptID)
if (task != null) {task.cancelExecution()Acknowledge.get()
} else {log.debug(s"Cannot find task to cancel for execution $executionAttemptID")Acknowledge.get()
}}.asLocal}

def updatePartitions(executionAttemptID: ExecutionAttemptID,
partitionInfos: java.lang.Iterable[PartitionInfo],mgr: Remote[TaskManager]) = on[JobManagerPeer] {on(mgr).run.capture(executionAttemptID, partitionInfos) {
updateTaskInputPartitions(executionAttemptID, partitionInfos)}.asLocal.map(_.left.get)}

def failPartition(executionAttemptID: ExecutionAttemptID,mgr: Remote[TaskManager]) = on[JobManagerPeer] {
on(mgr).run.capture(executionAttemptID) {log.info(s"Discarding the results produced by task execution $executionID")try {

network.getResultPartitionManager.releasePartitionsProducedBy(executionID)} catch {case t: Throwable => killTaskManagerFatal(
"Fatal leak: Unable to release intermediate result partition data", t)}}

}
def notifyCheckpointComplete(executionAttemptID: ExecutionAttemptID,

jobId: JobID, checkpointId: Long, timestamp: Long,mgr: Remote[TaskManager]) = on[JobManagerPeer] {on(mgr).run.capture(executionAttemptID, jobId, checkpointId, timestamp) {
log.debug(s"Receiver ConfirmCheckpoint $checkpointId@$timestamp " +s"for $executionAttemptID.")
val task = runningTasks.get(executionAttemptID)if (task != null) {task.notifyCheckpointComplete(checkpointId)
} else {log.debug(s"TaskManager received a checkpoint confirmation " +s"for unknown task $taskExecutionId.")
}}}

def triggerCheckpoint(executionAttemptID: ExecutionAttemptID, jobId: JobID,checkpointId: Long, timestamp: Long, checkpointOptions: CheckpointOptions,
mgr: Remote[TaskManager]) = on[JobManagerPeer] {on(mgr).run.capture(executionAttemptID, jobId, checkpointId, timestamp,checkpointOptions) {
log.debug(s"Receiver TriggerCheckpoint $checkpointId@$timestamp " +s"for $executionAttemptID.")
val task = runningTasks.get(executionAttemptID)if (task != null) {task.triggerCheckpointBarrier(checkpointId, timestamp, checkpointOptions)
} else {log.debug(s"TaskManager received a checkpoint request " +s"for unknown task $executionAttemptID.")
}}}

def requestTaskManagerLog(logTypeRequest: LogTypeRequest,mgr: Remote[TaskManager]) = on[JobManagerPeer] {
on(mgr).run.capture(logTypeRequest) {blobService match {case Some(_) =>

handleRequestTaskManagerLog(logTypeRequest, currentJobManager.get)case None =>Right(akka.actor.Status.Failure(new IOException(
"BlobService not available. Cannot upload TaskManager logs.")))}}.asLocal.map(_.left.get)

}}



PRIVACY



The Case of Cambridge Analytica



The Case of Cambridge Analytica

87 Million users affected (FB estimation)

100 billion loss, FB market cap. 

Zuckerberg testified in front of the US Congress.

Turns out Cambridge 
Analytica assisted with 

Trump and Brexit campaign



Lesson Learned

We need to engineer software 

to precisely control

where (private) data go!

https://newsela.com/read/lib-what-is-river-delta/id/34818/quiz/0/



val result = SELECT (*)
FROM (personDB,patientDB,knowledgeDB)
WHERE ((person,patient,knowledge) =>

person.id == patient.id AND
patient.symps == knowledge.symps AND
knowledge.diagnosis == “Allergy“)

SecQL: Privacy Preserving Queries

[G.Salvaneschi, M.Köhler, D.Sokolowski, P.Haller, S.Erdweg, M.Mezini, Language-Integrated 
Privacy-Aware Distributed Queries, OOPSLA’19]
[Ralf Mitschke, Sebastian Erdweg, Mira Mezini, Mirko Kohler, Guido Salvaneschi, i3QL: 
Language-Integrated Live Data Views, OOPSLA’14.]





SecQL: 2 Steps Placement Strategy

Placement Space Reduction Cost Model Optimization

PERFORMANCE
MODEL

Secure Optimal
Plecement
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FAULT TOLERANCE



15+ datacenters

100+ data centers outages in 4 years

Planned outages, e.g., Hurricane Florence (Sept’18)

https://www.linkedin.com/pulse/introducing-maelstrom-how-facebook-moves-traffic-among-yun-jin/
https://www.technologyreview.com/s/423577/inside-facebooks-not-so-secret-new-data-center/

Faults at Facebook





https://www.moderndata.com/knowledge-center/the-internet-of-things-iot/



Programming for Failures in 
Edge Computing

e2 = e1.filter(x >10)

e3 = e2.map(x.toString)

fire e1(10)

54
[R.Mogk, L.Baumgaertner, G.Salvaneschi, B.Freisleben, M.Mezini, Fault-tolerant disttributed
reactive Programming, ECOOP 2018]

[R.Mogk, J.Drechler, G.Salvaneschi, M.Mezini, A Fault-tolerant Programming Model for 
Distributed Interactive Applications, OOPSLA 2019]

filter

e1

e2



Distributed Graphs

56



Fault Tolerance „for Free“!

Automatic restore after a crash.
– Incremental snapshots of stateful nodes
– Stateless nodes simply ‘replayed’

57

What if your code
is not in reactive style?



[ASE’19]



REACTIVE PROGRAMMING



Reactive Software is Ubiquitous

Web apps, IDEs, monitoring systems, …
– Detect events
– Combine reactions
– Propagate changes
– Aggregate/filter



Reactive Applications
are not Easy to Develop

Event handling:
– 30% of code in desktop applications
– 50% of bugs reported during production cycle



The (good? old) Observer Pattern



The Observer Pattern

What about Java Swing ?
– javax.swing

BEEEE
P!



public class Beeper extends JPanel implements ActionListener {
JButton button;

public Beeper() {
super(new BorderLayout());
button = new JButton("Click Me");
button.setPreferredSize(new Dimension(200, 80));
add(button, BorderLayout.CENTER);
button.addActionListener(this);

}
public void actionPerformed(ActionEvent e) {

Toolkit.getDefaultToolkit().beep();
}
private static void createAndShowGUI() { // Create the GUI and show it.

JFrame frame = new JFrame("Beeper");          //Create and set up the window.
frame.setDefaultCloseOperation(JFrame.EXIT_ON_CLOSE);
JComponent newContentPane = new Beeper();  //Create and set up the content pane.
newContentPane.setOpaque(true); 
frame.setContentPane(newContentPane);
frame.pack();         //Display the window.
frame.setVisible(true);

}
public static void main(String[] args) {

javax.swing.SwingUtilities.invokeLater( new Runnable() { public void run() {createAndShowGUI();}});
}

}

BEEEE
P!



Reactive Programming

Can language abstractions help software design?
Events
Signals

Similar examples:
fault-tolerance -> exceptions
encapsulation -> visibility modifiers
extensibility -> inheritance



www.rescala-lang.com



Events

Registered handlers are executed when the event fires
– The actual parameter is provided to the handler

val e = Evt()
e += { x => println(“The value of the event is: ” + x) }
e(10)
e(11)

-- output ----
The value of the event is: 10
The value of the event is: 11



Constrains as Reactive Values

What about expressing functional dependencies 
as constraints ?

val a = 3
val b = 7
val c = a + b // Statement
println(c)
> 10
a= 4
println(c)
> 10

val a = 3
val b = 7
val c := a + b // Constraint
println(c)
> 10
a= 4
println(c)
> 11



Constrains as Reactive Values

Signals: (pure)reactive expressions
Constraints “automatically” enforced
.now returns the current value

Vars: primitive reactive values
Updated “manually”

val a = Var(3)
val b = Var(7)
val c = Signal{ a() + b() 
}

println(c.now)
> 10

a.set(4)
println(c.now)
> 11



Reference Model

Change propagation model
– Dependency graph
– Push-driven evaluation

val a = Var(3)
val b = Var(7)
val c = Signal{ a() + b() 
}
val d = Signal { 2 * c() }
…

a b

c

d

f

d

h

e

i

g

…



Basic Conversion Functions

Changed :: Signal -> Event

Latest :: Event -> Signal

EVENTS

SIGNALS



Mouse with RP

val position: Signal[(Int,Int)] = mouse.position
val shiftedPosition: Signal[(Int,Int)] = Signal{ mouse.position + (10, 
10) }

evt clicked: Event[Unit] = mouse.clicked
val lastClick: Signal[(Int,Int)] = position snapshot clicked

(10,20)

(15,40)

(30,90)



Example: Observer

/* Create the graphics */
title = "Reactive Swing App"
val button = new Button {

text = "Click me!"
}
val label = new Label {

text = "No button clicks registered"
}
contents = new BoxPanel(Orientation.Vertical) {

contents += button
contents += label

}

/* The logic */
listenTo(button)
var nClicks = 0
reactions += {

case ButtonClicked(b) =>
nClicks += 1
label.text = "Number of button clicks: " + 

nClicks
if (nClicks > 0)

button.text = "Click me again"
}



Example: Signals

title = "Reactive Swing App"
val label = new ReactiveLabel
val button = new ReactiveButton

val nClicks = button.clicked.fold(0) {(x, y) => x + 1}

label.text = Signal { ( if (nClicks() == 0) "No" else nClicks() ) + " button clicks registered" }

button.text = Signal { "Click me" + (if (nClicks() == 0) "!" else " again " )}

contents = new BoxPanel(Orientation.Vertical) {
contents += button
contents += label

}



Claim: RP beats OO (Observer)

Easier to compose
Declarative style 
Easier program comprehension
State management not explicit
Automatic memory management



The study

10 applications, ~130 subjects
– RP and OO group (between subj.)
– Questions for comprehension

What to measure?
– Time to answer a question
– Amount of correct answers

a

b

d

c

e



Results

REScala increases correctness of 
program comprehension

In REScala, comprehension is 
no more time-consuming

[Guido Salvaneschi, Sven Amann, Sebastian Proksch, Mira Mezini, An Empirical Study on 
Program Comprehension with Reactive Programming, FSE’14.]

[G. Salvaneschi, S. Proksch, S. Amann, S. Nadi, M. Mezini, On the Positive Effect of Reactive 
Programming on Software Comprehension: An Empirical Study, TSE’17]



Teaching Reactive Programming

Master course (9CP)
Software Engineering: Design & Construction

Design patterns
Domain specific languages
Software architectures
Reactive Programming with REScala
...

HOW TO DEBUG
REACTIVE PROGRAMS!?



Program Stack

Step over 
statements

Inspect state

Traditional debugging
(Imperative)

!?

Debugging for Reactive Programing



A Paradigm Shift

Traditional Debugging RP Debugging

Stepping over statements Stepping over the dependency 
graph

Breakpoint on line X Breakpoint on node X

Inspect memory Inspect values in the dependency 
graph

Navigate object references Navigate signals in the graph
Per-function absolute performance Per-node relative performance



Bug Hunting with Reactive Debugging

Bugs in signal 
expressions

Performance bugs

Understanding RP programsMissing dependencies

Memory and time leaks

82



Reactive Inspector
(Eclipse plugin - Scala IDE)

NODE 
BREAKPOINTS

BACK-IN-TIME 
DEBUGGING

NODE 
SEARCH

NODE 
QUERIES

REACTIVE 
BREAKPOINTS

TREE 
INSPECTION

83



CONSISTENCY



Replicated Data

Replicated data is used to…

User-experience
Scale Out

Offline functionality

Cooperative Editing

Facebook
15 data centers

Paypal
200 countries

GoogleDocs



Replica

Example: Replicated Data 

Replica

Replica



Replica

Example: Replicated Data 

Replica

Replica



Replica

Example: Consistency 

Replica

Replica

?



Replica

Example: Consistency 

Replica

Replica

?

?



Replica

Example: Consistency 

Replica

Replica

!
?

?
!

!



Replica

Example: Consistency 

Replica

Replica

!
?

?
!

!
?



Consistency Levels

Strict Serializable

Sequential consistency

Causal consistency

Weak

Eventual consistency …



Consistency Levels

Paolo Viotti and Marko Vukolić. 2015. Consistency in Non-Transactional Distributed Storage Systems.



94

Eventual consistency
Causal consistency
Fifo consistency
….



ConSysT Programming Framework

Combine multiple consistency levels in the same application

High consistency (slow)
Payment, Security, …

Low consistency (fast)
Logging, messaging, …



ConSysT Programming Framework

class Concert {
Date date;
Ref<@Weak ConcertHall> hall;
Ref<@Weak Band> band;
Ref<@Strong Counter> soldTickets;

…
}

Programming model supports 
explicit consistency levels

Information flow static analysis
ensures safe mixing of consistency levels

[M. Köhler, N. Eskandani, P. Weisenburger, A. Margara, G. Salvaneschi,
Rethinking Safe Consistency in Distributed Object-Oriented Programming, OOPSLA’20]



Type System: Ensures Safety

Ref<@Weak Counter> weakCounter;
Ref<@Strong Counter> strongCounter;

weakCounter.ref.value = strongCounter.ref.value;

Ref<@Weak Counter> weakCounter;
Ref<@Strong Counter> strongCounter;

strongCounter.ref.value = weakCounter.ref.value;

Ref<@Weak Counter> weakCounter;
Ref<@Strong Counter> strongCounter;

if (weakCounter.ref.value == 0) {
strongCounter.ref.value = 0;

}

Allowed

Disallowed

Disallowed

Strong to Weak

Weak to Strong

Weak to Strong (implicit)



https://consyst-project.github.io/
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lower levels of consistency to guarantee higher availability. Existing programming languages are, however,
agnostic to this compromise, resulting in consistency guarantees that are the same for the whole application
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In this paper, we propose to integrate availability in the design of an object-oriented language, allowing
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Eventual Consistency: CRDTs

Replica
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G-Counter (Grow-only Counter)
PN-Counter (Positive-Negative Counter)
G-Set (Grow-only Set)
2P-Set (Two-Phase Set)
LWW-Element-Set (Last-Write-Wins-Element-Set)
…



Eventual Consistency: CRDTs
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WHAT’S NEXT?





AGGREGATION
FILTERING, …DATA GRAPHICS



AGGREGATION
FILTERING, …DATA GRAPHICS



AGGREGATION
FILTERING, …DATA GRAPHICS

GLOBAL PROGRAMMING



Secure Enclave Programming

Enclaves: hardware protection for data and code from system 
software

– ~250MB memory
– Native speed

Here to stay
– Google Cloud announces to offer enclaves to customers (Summer ‘20)
– Intel announces 3rd Gen Xeon Processors: enclaves up to 1TB (Oct ‘20)



C++ - Intel Visual Studio

JE*

[A. Oak, A. M. Ahmadian, M. Balliu, G. 
Salvaneschi, Language Support for Secure 

Software Development with Enclaves, 
CSF’21]



(Modeling) Infrastructure as Code

Example:
– Create a Web server in Google with TypeScript 

on Node.js.
– Create the instance, export the IP and Hostname.

Reactivity to external events
Deployment safety?
Deployment patterns?

[Automating Serverless Deployments for 
DevOps Organizations, D. Sokolowski, 
P. Weisenburger, G. Salvaneschi, FSE’21]



Smart Contracts

Single language for clients and contract
Client compiles to JavaScript
Contract compiles to Solidity

val gui on Client
val score on Contract

Multitier 
programming?

chain functionalities
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